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Introduction

Frequently, a T-SQL query you wrote behaves in ways you don't expect, and causes slow
response times for the application users, and resource contention on the server. Sometimes,
you didn't write the offending query; it came from a third-party application, or was code
generated by an improperly-used Object Relational Mapping layer. In any of these situations,
and a thousand others, query tuning becomes quite difficult.

Often, it's very hard to tell, just by looking at the T-SQL code, why a query is running
slowly. SQL is a declarative language, and a T-SQL query describes only the set of data that
we want SQL Server to return. It does not tell SQL Server how fo execute the query,

to retrieve that data.

When we submit a query to SQL Server, several server processes kick into action whose
collective job is to manage the querying or modification of the data. Specifically, a compo-
nent of the relational database engine called the Query Optimizer has the job of examining
the submitted query text and defining a strategy for executing it. The strategy takes the form
of an execution plan, which contains a series of operators, each describing an action to
perform on the data.

So, if a query is performing poorly, and you can't understand why, then the execution plan
will tell you, not only what data set is coming back, but also what SQL Server did, and in
what order, to get that data. It will reveal how the data was retrieved, and from which tables
and indexes, what types of joins were used, at what point filtering and sorting occurred, and a
whole lot more. These details will often highlight the likely source of any problem.

What the Execution Plan Reveals

An execution plan is, literally, a set of instructions on how to execute a query. The optimizer
passes each plan on to the execution engine, which executes the query according to those
instructions. The optimizer also stores plans in an area of memory called the plan cache, so
that it can reuse existing execution strategies where possible.

During development and testing, you can request the plan very easily, using a few buttons in
SQL Server Management Studio. When investigating a query problem on a live production
system, you can often retrieve the plan used for that query from the plan cache, or from the
Query Store.
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Armed with the execution plan, you have a unique window into what's going on behind the
scenes in SQL Server, and a wealth of information on how SQL Server has decided to resolve
the T-SQL that you passed to it. You can see things like:

the order in which the optimizer chose to access the tables referenced in the query
which indexes it used on each table, and how the data was pulled from them

how many rows the optimizer thought an operator would return, based on its
statistical understanding of the underlying data structures and data, and how many
rows it found in reality

how keys and referential constraints affect the optimizer's understanding of the
data, and therefore the behavior of your queries

how data is being joined between the tables in your query

when filtering and sorting occurred, how any calculations and aggregation were
performed, and more.

Execution plans are one of your primary tools for understanding how SQL Server does what
it does. If you're a data professional of any kind there will be times when you need to wade
into the guts of an execution plan, and so you'll need to know what it is that you're looking at,
and how to proceed.

That is why I wrote this book. My goal was to gather into a single location as much useful
information on execution plans as possible. I'll walk you through the process of reading
them, and show you how to understand the information that they present to you. Specifically,
I will cover:

how to capture execution plans using manual and automatic methods

a documented method for interpreting execution plans, so that you can make sense
of them in your own environment

how SQL Server represents and interprets the common SQL Server objects, such as
indexes, views, stored procedures, derived tables, and so on, in execution plans
how to control execution plans with hints and plan guides, and why this is a
double-edged sword

how the Query Store works with, and collects data on, execution plans and how
you can take control of them using the Query Store.

These topics and a slew of others, all related to execution plans and their behavior, are
covered throughout this book. I focus always on the details of the execution plans, and how
the behaviors of SQL Server are manifest in the execution plans.
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As we work through each topic, I'll explain all the individual elements of the execution plan,

how each operator works, how they interact, and the conditions in which each operator works
most efficiently. With this knowledge, you'll have everything you need to allow you to tackle
every execution plan, regardless of complexity, and understand what it does.

Fixing Query Problems Using Execution Plans

Execution plans provide all the information you need, to understand how SQL Server
executed your queries. Paradoxically though, given that most people look at an execution
plan hoping to improve the performance of a query, this book isn't, and couldn't be, a book
about query performance tuning. The two topics are linked, but separate. If you are specifi-
cally looking for information on how to optimize T-SQL, or build efficient indexes, then you
need a book dedicated to those topics.

Neither is the execution plan the first place to look, if you need to tune performance on a
production system. You'll check for misconfigurations of servers or database settings, you'll
look for obvious points of resource contention on the server, which may be causing severe
locking and blocking problems, and so on. At this point, if performance is still slow, you'll
likely have narrowed the cause down to a few "hot" tables and one or two queries on those
tables. Then, you can examine the plans and look for possible causes of the problem.

However, execution plans are not necessarily designed to help the occasional user find the
cause of a query problem quickly, in the heat of firefighting poor SQL Server performance.
You need first to have invested time in learning the "language" of the plan and how to read it,
and what led SQL Server to choose that plan, and those operators, to execute your query.

And this book is that investment.

As you work through it, you will start to recognize each of the different operators SQL Server
might use to access the data in a table, or to join two tables, or to group and aggregate data.
As you learn how these operators work, and how they process the data they receive, you will
begin to recognize why some operators are designed for handling small numbers of rows,

and why others are better for larger data sets. You will start to understand the "properties" of
the data (such as uniqueness, and logical ordering) that will allow certain operators to work
more efficiently.

As you make connections between all of this and the behavior and performance of your
queries, you will suddenly find that you have an expectation of what a plan will reveal before
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you even look at it, based on your understanding of the query logic, and of the data. There-
fore, any unexpected operators in the plan will catch your attention, and you'll know where
to look for possible issues, and what to do about them.

You are now at the stage where you can use plans to solve problems. Usually the optimizer
makes good choices of plan. Occasionally, it errs. The possible causes are many. Perhaps, it
is missing critical information about the database, because of a lack of keys or constraints.
Adding them might improve the query performance. Sometimes, its statistical understanding
of the data is inaccurate, or out of date. It may simply have no efficient means to retrieve the
initial data set, and you need to add an index or modify an existing one. Sometimes our query
logic simply defeats efficient optimization, and the best course is a rewrite, although that's
not always possible when troubleshooting a production system.

This book's job is to teach you how to read the plan, so that you can understand what is
causing the bad performance. It is then your job to work out how best to fix it, armed with the
understanding of execution plans that will give a much better chance of success.

This knowledge is also hugely valuable when writing new queries, or updating existing code.
Once you've verified that the code returns the correct results, you can test its performance.
Does it fall within expectations? If not, before you rip up the query and try again, look at

the plan, because you may just have made a simple mistake that means SQL Server isn't
executing it as efficiently as it could.

If you can test the query under different data loads, you'll be able to gauge whether query
performance will scale smoothly once the query hits a full production-size database. As the
data volume grows, and the data changes, the optimizer will often devise a different plan. Is it
still an efficient plan? If not, perhaps you can then try to rewrite the query, or modify the data
structures, to prevent performance issues before the code ever reaches production!

Before deploying T-SQL code, every database developer and DBA should get into the habit
of looking at the execution plan for any query that is beyond a certain level of complexity, if
it is intended to be run on a large-scale production database.
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Changes in this Third Edition

The way I think about how to use execution plans, and how to read them, has changed a lot
over the years. I've now rearranged the book to reflect that. After the early chapters have
established an understanding of the basics of the optimizer and how to capture execution
plans, the later chapters focus more on the methods of reading plans, not just on what is in
the operators and their properties. And, of course, Microsoft has continued to make changes
to SQL Server, so there are new operators and mechanisms that must be covered.

Some of the new topics include:

* automate capturing execution plans using Extended Events

* new warnings and operators

* batch mode processing

» adaptive query processing

» additional functionality added to SQL Server 2014, 2016, and 2017, as well as
Azure SQL Database.

There are lots more changes because, with the help of my tech editor, Hugo Kornelis, and
long-time (and long-suffering) editor, Tony Davis, we've basically rewritten this book from
the ground up.

With the occasional hiatus, this book took over three years to rewrite and, during that time,
three versions of SQL Server were released, and who knows how many changes in Azure
were introduced. Microsoft has also divorced SQL Server Management System (SSMS)
releases from the main product, so that more and more new functionality has been intro-
duced, faster. I've done my level best to keep up, and the text should be up to date for May
2018. Any changes that came out after that, won't be in this edition of the book.

Code Examples

Throughout this book, I'll be supplying T-SQL code that you're encouraged to run for your-
self, to generate execution plans. From the following URL, you can obtain all the code you
need to try out the examples in this book:
https://scarydba.com/resources/ExecutionPlansV3.zip.
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Most of the code will run on all editions and versions of SQL Server, starting from

SQL Server 2012. Most, although not all, of the code will work on Azure SQL Database.
Unless noted otherwise, all examples were written for, and tested on, the SQL Server
sample database, AdventureWorks2014, and you can get a copy of it from GitHub:
https://bit.ly/2yyW 1kh.

If you test the code on a different version of AdventureWorks, or if Microsoft updates
AdventureWorks2014, then statistics can change, and you may see a different execution
plan than the one I display in the book. If you are working with procedures and scripts other
than those supplied, please remember that encrypted stored procedures will not display an
execution plan.

The initial execution plans will be simple and easy to read from the samples presented in the
text. As the queries and plans become more complicated, the book will describe the situation
but, to see the graphical execution plans or the complete set of XML, it will be necessary for
you to generate the plans. So, please, read this book next to your machine, if possible, so that
you can try running each query yourself!
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Chapter 1: Introducing the Execution Plan

An execution plan is a set of instructions for executing a query. Devised by the SQL Server
Query Optimizer, an execution plan describes the set of operations that the execution engine
needs to perform to return the data required by a query.

The execution plan is your window into the SQL Server Query Optimizer and query execu-
tion engine. It will reveal which tables and indexes a query accessed, in which order, how
they were accessed, what types of joins were used, how much data was retrieved initially, and
at what point filtering and sorting occurred. It will show how aggregations were performed,
how calculated columns were derived, how and where foreign keys were accessed, and more.

Any problems created by the query will frequently be apparent within the execution plan,
making it an excellent tool for troubleshooting poorly-performing queries. Rather than guess
at why a query is sending your I/O through the roof, you can examine its execution plan

to identify the exact operation, and associated section of T-SQL code, that is causing the
problem. For example, the plan may reveal that a query is reading every row in a table or
index, even though only a small percentage of those rows are being used in the query. By
modifying the code within the WHERE clause, SQL Server may be able to devise a new plan
that uses an index to find directly (or seek) only the required rows.

This chapter will introduce execution plans. We'll explore the basics of obtaining an execu-
tion plan and start the process of learning how to read them, covering the following topics:

* Abrief background on the query optimizer — execution plans are a result of the
optimizer's operations, so it's useful to know at least a little bit about what the opti-
mizer does, and how it works.

* The plan cache and plan reuse — execution plans are usually stored in an area of
memory called the plan cache and may be reused. We'll discuss why plan reuse is
important.

* Actual and estimated execution plans — clearing up the confusion over estimated
versus actual execution plans and how they differ.

+ Capturing an execution plan — we'll capture a plan for a simple query and intro-
duce some of the basic elements of a plan, and the information they contain.
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Chapter 1: Introducing the Execution Plan

What Happens When a Query is Submitted?

Every time we submit a query to SQL Server, several server processes kick into action; their
job collectively is to manage the querying or modification of that data. Within the relational
engine, the query is parsed by the parser, bound by the algebrizer and then finally optimized
by the query optimizer, where the most important part of the work occurs. Collectively, we
refer to these processes as query compilation. The SQL Server relational engine takes the
input, which is the SQL text of the submitted query, and compiles it into a plan to execute
that query. In other words, the process generates an execution plan, effectively a series of
instructions for processing the query.

QUERY

Relational Engine \

Qiery Algebrizer Optimizer Execgtlon
Parser Engine

Binds Optimizes
Syntax objects query Executes
query

Execution

Compilation phase I_Executic'm

€ 4

Figure 1-1:  Query compilation and execution.

The plan generated is stored in an area of memory called the plan cache. The next time the
optimizer sees the same query text, it will check to see if a plan for that SQL text exists in the
plan cache. If it does, it will pass the cached plan on to the query execution engine, bypassing
the full optimization process.

The query execution engine will execute the query, according to the instructions laid out

in the execution plan. It will generate calls to the storage engine, the process that manages
access to disk and memory within SQL Server, to retrieve and manipulate data as required by
the plan.
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Chapter 1: Introducing the Execution Plan

Query compilation phase

Since execution plans are created and managed from within the relational engine, that's
where we'll focus our attention in this book. The following sections review briefly what
happens during query compilation, covering the parsing, binding, and particularly the optimi-
zation phase, of query processing.

Query parsing

When a request to execute a T-SQL query reaches SQL Server, either an ad hoc query from

a command line or application program, or a query in a stored procedure, user-defined func-
tion, or trigger, the query compilation and execution process can begin, and the action starts
in the relational engine.

As the T-SQL arrives in the relational engine, it passes through a process that checks that the
T-SQL is written correctly, that it's well formed. This process is query parsing. If a query
fails to parse correctly, for example, if you type SELETC instead of SELECT, then parsing
stops and SQL Server returns an error to the query source. The output of the Parser process
is a parse tree, or query tree (or it's even called a sequence tree). The parse tree represents the
logical steps necessary to execute the requested query.

Query binding

If the T-SQL string has parsed correctly, the parse tree passes to the algebrizer, which
performs a process called query binding. The algebrizer resolves all the names of the various
objects, tables, and columns referred to within the query string. It identifies, at the individual
column level, all the data types (varchar (50) versus datetime and so on) for the
objects being accessed. It also determines the location of aggregates, such as SUM and MAX,
within the query, a process called aggregate binding.

This algebrizer process is important because the query may have aliases or synonyms,

names that don't exist in the database, that need to be resolved, or the query may refer to
objects not in the database. When objects don't exist in the database, SQL Server returns an
error from this step, defining the invalid object name (except in the case of deferred name
resolution). As an example, the algebrizer would quickly find the table Person.Person in
the AdventureWorks database. However, the Product . Person table, which doesn't
exist, would cause an error and the whole compilation process would stop.
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Chapter 1: Introducing the Execution Plan

Stored procedure and deferred name resolution

On creating a stored procedure, its statement text is parsed and stored in sys.sqgl mod-

ules catalog view. However, the tables referenced by the text do not have to exist in the

database at this point. This gives more flexibility because, for example, the text can reference a

temporary table that is not created by the stored procedure, and does not yet exist, but that we

know will exist at execution time. At execution time, the query processor finds the names of

the objects referenced, in sys.sqgl modules, and makes sure they exist.
The algebrizer outputs a binary called the query processor tree, which is then passed on to
the query optimizer. The output also includes a hash, a coded value representing the query.
The optimizer uses the hash to determine whether there is already a plan for this query stored
in the plan cache, and whether the plan is still valid. A plan is no longer considered valid after
some changes to the table (such as adding or dropping indexes), or when the statistics used
in the optimization were refreshed since the plan was created and stored. If there is a valid
cached plan, then the process stops here and the cached plan is reused.

Query optimization

The query optimizer is a piece of software that considers many alternate ways to achieve the
requested query result, as defined by the query processor tree passed to it by the algebrizer.
The optimizer estimates a "cost" for each possible alternative way of achieving the same
result, and attempts to find a plan that is cheap enough, within as little time as is reasonable.

Most queries submitted to SQL Server will be subject to a full cost-based optimization
process, resulting in a cost-based plan. Some very simple queries can take a "fast track" and
receive what is known as a trivial plan.

Full cost-based optimization

The full cost-based optimization process takes three inputs:

* The Query processor tree — gives the optimizer knowledge of the logical query
structure and of the underlying tables and indexes.

+ Statistics — index and column statistics give the optimizer an understanding of
volume and distribution of data in the underlying data structures.

* Constraints — the primary keys, enforced and trusted referential constraints, and any
other types of constraints in place on the tables and columns that make up the query,
tell the optimizer the limits on possible data stored within the tables referenced.
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Using these inputs, the optimizer applies its model, essentially a set of rules, to transform

the logical query tree into a plan containing a set of operators that, collectively, will physi-
cally execute the query. Each operator performs a dedicated task. The optimizer uses various
operators for accessing indexes, performing joins, aggregations, sorts, calculations, and so
on. For example, the optimizer has a set of operators for implementing logical join conditions
in the submitted query. It has one specialized operator for a Nested Loops implementation,
one for a Hash Match, one for a Merge, and one for an Adaptive Join.

The optimizer will generate and evaluate many possible plans, for each candidate testing
different methods of accessing data, attempting different types of join, rearranging the join
order, trying different indexes, and so on. Generally, the optimizer will choose the plan that
its calculations suggest will have the lowest total cost, in terms of the sum of the estimated
CPU and I/O processing costs.

During these calculations, the optimizer assigns a number to each of the steps within the plan,
representing its estimation of the combined amount of CPU and disk I/O time it thinks each
step will take. This number is the estimated cost for that step. The accumulation of costs for
each step is the estimated cost for the execution plan itself. We'll shortly cover the estimated
costs, and why they are estimates, in more detail.

Plan evaluation is a heuristic process. The optimizer is not attempting to find the best
possible plan but rather the lowest-cost plan in the fewest possible iterations, meaning the
shortest amount of time. The only way for the optimizer to arrive at a perfect plan would be
to be able to take an infinite amount of time. No one wants to wait that long on their queries.

Having selected the lowest-cost plan it could find within the allotted number of iterations,

the query execution component will use this plan to execute the query and return the required
data. As noted earlier, the optimizer will also store the plan in the plan cache. If we submit

a subsequent request with identical SQL text, it will bypass the entire compilation process
and simply submit the cached plan for execution. A parameterized query will be parsed, and
if a plan with a matching query hash is found in the cache, the remainder of the process is
short-circuited.
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Trivial plans

For very simple queries, the optimizer may simply decide to apply a trivial plan, rather than
go through the full cost-based optimization process. The optimizer's rules for deciding when
it can simply use a trivial plan are unclear, and probably complex. However, for example, a
very simple query, such as a SELECT statement against a single table with no aggregates or
calculations, as shown in Listing 1-1, would receive a trivial plan.

SELECT d.Name
FROM HumanResources.Department AS d
WHERE d.DepartmentID = 42;

Listing 1-1

Adding even one more table, with a JOIN, would make the plan non-trivial. Also, if addi-
tional indexes exist on the table, or if the possibility of parallelism exists (discussed more in
Chapter 11), then you will get further optimization of the plan.

It's also worth noting here that this query falls within the rules covered by auto-parameter-
ization, so the hard-coded value of "42" will be replaced with a parameter when the plan is
stored in cache, to enable plan reuse. We'll cover that in more detail in Chapter 9.

All data manipulation language (DML) statements are optimized to some extent, even if
they receive only a trivial plan. However, some types of Data Definition Language (DDL)
statement may not be optimized at all. For example, if a CREATE TABLE statement parses
correctly, then there is only one "right way" for the SQL Server system to create a table.
Other DDL statements, such as using ALTER TABLE to add a constraint, will go through
the optimization process.

Query execution phase

The query execution engine executes the query per the instructions set out in the execution
plan. At runtime, the execution engine cannot change the optimizer's plan. However, it can
under certain circumstances force a plan to be recompiled. For example, if we submit to
the query processor a batch or a stored procedure containing multiple statements, the whole
batch will be compiled at once, with plans produced for every statement. Even if we have
IF..THEN or CASE flow control in our queries, all statements within the batch will be
compiled. At runtime, each plan is checked to ensure it's still valid. As for plans taken in
the plan cache, if the plan's associated statement references tables that have changed or had
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statistics updated since the plan was compiled, then the plan is no longer considered valid.
If that occurs, then the execution is temporarily halted, the compilation process is invoked,
and the optimizer will produce a new plan, only for the affected statement in the batch

or procedure.

Introduced in SQL Server 2017, there is also the possibility of interleaved execution when
the object being referenced in the query is a multi-statement table valued user-defined
function. During an interleaved execution, the optimizer generates a plan for the query, in
the usual fashion, then the optimization phase pauses, the pertinent subtree of a given plan
is executed to get the actual row counts, and the optimizer then uses the actual row counts to
optimize the remainder of the query. We'll cover interleaved execution and multi-statement
table valued user-defined functions in more detail in Chapter 8.

Working with the Optimizer

Most application developers, when writing application code, are used to exerting close
control, not just over the required result of a piece of code, but also over how, step by step,
that outcome should be achieved. Most compiled languages work in this manner. SQL Server
and T-SQL behave in a different fashion.

The query optimizer, not the database developer, decides how a query should be executed.
We focus solely on designing a T-SQL query to describe logically the required set of data. We
do not, and should not, attempt to dictate to SQL Server how to execute it.

What this means in practice is the need to write efficient SQL, which generally means using a
set-based approach that describes as succinctly as possible, in as few statements as possible,
just the required data set. This is the topic for a whole other book, and one that's already been
written by Itzik Ben-Gan, Inside